
Chief of Agents
Lessons from Real Agent-Built Projects

As agents execute more of the work, your role changes.

Choose the problem. Assign the work. Set boundaries.

Judge the result. That role is Chief of Agents.



What to 
Expect

How serious AI-built projects move 
from concept to production 1

A practical system for turning agents 
into a working team 2

A safer way to run agents while 
you are AFK 3

How to stop bad code before it 
reaches production 4

A look inside the complete system 
I run every day 5

compressed into reusable lessons 6
Failures from real projects, 



The Agent Interviews Me First

The agent reads the 

existing context before 

asking anything.

?

Every blocking 

question arrives in 

one decision batch.

Each question includes 

a recommendation 

and its trade-off.

My answers 

become recorded 

project decisions.



Give the Project One Source of Truth

Define the product, 

users, outcomes, 

and boundaries.

Record architecture 

choices and decisions 

only I approve.

Map the project into 

complete, end-to-end 

slices.

Track changes instead 

of losing them 

inside chat.



Stop Building Frontend, Backend, Then Database

HORIZONTAL BUILD VERTICAL SLICE

User

Frontend     Finished

Backend     Finished

Database     Finished

Visible result

User action

Interface

API

Database

Visible result

Nothing works end to end One complete journey works



Prove One Complete Path First

Start with the smallest 

real user journey.

Touch every layer 

required to make it work.

Test the full journey 

before adding breadth.

Let the first slice 

expose wrong assumptions.



Every Slice Gets a Takeover Packet

Everything a new engineer would need to take over the work 
cold.

PRD

PRD: the project contract and 

full slice map.

Setup brief

Setup brief: scope, decisions, 

dependencies, and exit tests.

Session-start brief

Session-start brief: paste-ready 

instructions for this slice.

Verified state

Verified state: branch, commit, 

evidence, blockers, and gates.



The repository and slice chats

Git carries truth between chats

Project chat Slice chat 1 Slice chat 2 Slice chat 3

First tracer Feature branch Feature branch Feature branch

PR merge PR merge PR merge PR merge

Complete · record 
Prepare handoff

Complete · record 
Prepare handoff

Complete · record 
Prepare handoff

Complete slice 
Record state

Setup + 
session-start brief

Setup + 
session-start brief

Setup + 
session-start brief

Git repository PRD Current code Verified state



More Freedom Needs More Structure

1 In-editor agents work under constant human 

supervision.

2 Autonomous agents need written scope, state, 

and boundaries.

3 Longer runs require stronger evidence and 

stop conditions.

4 Human approval moves from keystrokes to 

irreversible decisions.



Sub-agent-driven development

One lead agent owns the 
slice.

Builder

Builders implement

Checker

checkers verify

Integrator

one integrator commits

Specialists receive narrow, 
independent assignments.

Isolated worktrees prevent agents 
from overwriting each other.

The lead returns one coherent result.



Loop vs Graph Engineering

1
A loop improves one bounded job through 
repeated checks.

2
A graph coordinates several jobs, tools, and 
decisions.

3
Shared state keeps every worker aligned.

4
Edges decide what runs, retries, pauses, or stops.

5
Start with a loop; add a graph when needed.



Loop vs graph illustration

ONE LOOP COORDINATED GRAPH

Plan Build

VerifyFix

Task / 
state

Pass

One job improves until it passes.

Slice lead

Builder  ↻

Tester  ↻

Security 
reviewer  ↻

Automated checks

Evidence pack

Human merge gate

SHARED STATE

Scope Diff Evidence Status Budget



Preparing an AFK run

1
Ask every blocking question before the run 
begins.

2
Separate reversible choices from human-only 
decisions.

3
Define permanent fences, budgets, and stop 
conditions.

4
Open the branch and draft PR before leaving.

5
Require evidence for every completion claim.



Sequence, Loop, or Graph?

SEQUENCE

Sequence: dependent steps 

that finish once.

LOOP

Loop: one result improved 

through repeated verification.

GRAPH

Graph: specialists branch, 

rejoin, retry, and escalate.

Choose the simplest shape matching the work.



Anatomy of an AFK Run

One decision 
batch

AFK · 5–6 hours

AFK contract 
Scope · Permissions 

Fences · Exit tests
Slice lead

Build Test Collect evidence

Human input required

Shared state

Independent 
review

Evidence pack Draft PR Human merge gate

Owner returns



Returning at the merge gate

1
Review finishes before the work reaches me.

2
One PR tells one traceable story.

3
Separate complex changes get separate PRs.

4
Exact-head checks must be green.

5
I review evidence, then decide what ships.



What Happens After the Code Works

APPLICATION CODE

Code works 
locally

Feature 
branch

Pull 
request

Automated 
checks (CI)

Preview 
environment

Independent 
review

Human 
merge

Automatic 
deployment 

(CD)

Live 
verification

Real 
users

DATABASE READINESS

Additive migration
Test database 

verification
Human production 

approval

Production 
database 

verified

CI = automated checks on the proposed change. CD = automatic deployment after an approved merge.

Deployment is not proof. Live verification remains separate.



.env files 
plain-text secrets 
beside the code

Agents can read files, terminal output, and process details.

secrets at runtime
Process receives 

environment values

pgrep -f 
process 

inspection

Secret 
printed 

into agent 
output

Documentation stores variable 
names, never values.

Secret scans block accidental 
exposure.

Keep Secrets Out of Sight

Store injects 



Never Test Against Production Data

TESTS

PRODUCTION

Isolated database 
branch

Separate test data 
+ permissions

Failure testing
Test migrations 

only

No agent path

Agents can exercise failures without touching real customers.



Local Means Local

Local tool
Assert target 

before network call

Local tools accept 
loopback targets only.

localhost 
continues

Remote URL
HARD FAILURE 

before any network call

Environment defaults never choose targets silently. A failed assertion stops before any network call.



The Database Must Be Ready First

Additive changes
Verify real 
behavior

Database ready Human merge

New code may expect new tables, columns, or 
permissions.

Those changes must exist before code auto-deploys.

Never edit applied migrations; add a new correction.



Nobody Grades Their Own Homework

BUGBOT

complete branch 
code defects

THERMOS

security · structure 
maintainability

VULNERABILITY 
SCANNER

dangerous paths 
secret leaks

GSTACK

browser QA 
user journey

Builders never approve their own work.



One full test run made 238 live requests.

Secret-free CI never reproduced the leak. Provider telemetry became the source of truth.

Over 10× the Estimate

1×
HIGHEST ESTIMATE · BASELINE

>10×
ACTUAL USAGE · RELATIVE TO ESTIMATE



No Feature, No Bug

Broken interface FEATURE REMOVED

Checks pass because the feature 
is gone.

RESTORE 
INTENT

definition import render state action backend persistence visible result



New Agent, Same Old Mistakes

PROJECT WIKI architecture, decisions, and project history.

REPOSITORY RULES failures every agent must read.

MEM0 durable preferences and lessons across sessions.

HOOKS inject context and enforce rules automatically.

Live code and governance outrank remembered context.



Scar Tissue

API quota burn

Broken UI deleted

Local tool hit production

Name the 
failure pattern

Write the lesson
Where must 

this live?

Project wiki 
architecture · decisions · 

history

Repository rules 
failure patterns every agent 

reads

Mem0 
preferences · cross-session 

recall

Enforcement 
hooks · tests · CI · permissions · 

database controls

Future agent approaches the same dangerous 
path

Warned with evidence Blocked

The same mistake cannot happen silently.



House Rules

1
Skills turn repeated instructions into reusable 
agent behavior.

2
verification.

3
“Fix root causes” blocks symptom-hiding repairs.

4
“Prove it works” demands observable evidence.

5
My custom skills handle interviews, handoffs, 
memory, and autonomy.

Reusable skills supply principles for reasoning and 



BEFORE

everything

Premium models do not belong on 
every task.

AFTER

Mechanical work 
faster, cheaper models

Builders 
capable middle lane

Migrations · security · final review 
strong models

Builders and reviewers use different model lanes.

Long AFK runs use one pinned orchestrator.

Match the Model to the Job

One premium model on 



The Bottleneck

Me.
Merge to the main branch Production database changes Publication

Everything else is delegated.

Chief of Agents: agents execute; I judge the result.


